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Clinical Trials
Foundational to evidence-based medicine

• Evidence is exported
from originating systems

• QA validates
the package’s integrity, 

completeness, and        

procedural compliance 

Certification is appropriate and required



Clinical Trials
Foundational to evidence-based medicine

• QA validates

Certification is appropriate and required

However, it is a snapshot and cannot be carried forward

[at a single timepoint]



The Custody-Boundary Problem
Once evidence leaves a validated eTMF, no mechanism proves it is unchanged

At every subsequent timepoints 
• Regulatory submission 

• Scientific analysis 

• Data custody handoff

Re-verification requires:
• Access to the originating system

• Vendor log extraction 

• Manual reconciliation

• or re-export

How do you prove it 

hasn’t changed?



The Custody-Boundary Problem

If that system has since been retired, the vendor relationship terminated, or the trial staff dispersed

…even this retrospective pathway closes.

What remains is procedural attestation, not objective proof.

• None of these provide mathematical proof at scale

that can be applied to routine testing

• None operate without continued participation of the 

system that generated the data. 



Our systematic review* identified no prior method that enables: 

Telles F. Supplementary Materials for Stage IV 

Cryptographic Audit Validation: Methods, Protocols, 

and Reproducibility Outputs.
Zenodo 2026. https://doi.org/10.5281/zenodo.18501508

1. Deterministic verification of post-export

clinical evidence integrity and completeness

2. Without transfer of the source data 

3. Without continued participation of the 

originating system

The Custody-Boundary Problem

Tamper-evident audit 
trails
who, what, when

Static 
evidence

Procedural 
controls

High-
fidelity 
records

System-
independent proof 
unavailable

Procedural attestation only
(after elapsed time at a
custody-boundary)

Post-export verification gap

How do you prove it 

hasn’t changed?

Custody-boundary

Elapsed time

*



The Custody-Boundary Problem

Integrity assurances are bound to system execution,

not to exported evidence artefacts 



Existing controls focus on: 
• Electronic data capture

• In-system audit trails during trial conduct

• Procedural controls

Why This Matters
Undetected integrity failures can propagate

Miske O, Abatayo AL, Daley M, et al. Investigating the 
reproducibility of the social and behavioural sciences. 
Nature 2026; 652(8108): 126–34. 

46.4% of recent published claims are not

precisely reproducible*

• Biased analyses

• Incorrect regulatory decisions

• Unsafe patient care

Existing interventions focus on:
• Data sharing (open access, preregistration, ICMJE)

• Reporting standards (CONSORT, PRISMA)

*



controls

None verify the evidence-state itself 

once data leaves a validated operational system

interventions

Tk
(reference state)



• “avoid data loss [including relevant metadata] and 

unintended modifications” during data transfer, 

exchange and migration

• Naming reconciliation as an appropriate process for 

detection

Why This Matters

ICH E6(R3) §4.2.5 acknowledges the risk



Why This Matters

A large trial dataset: 
• Thousands of discrete files

• Gigabytes of images, datasets, procedures and audit trails

Manual reconciliation is not feasible at scale
Verification remains targeted, it is not routinely tested



The Custody-Boundary Problem

To address this, we engineered a dual-software architecture

• Operating at the custody boundary

• Without originating system integration

• Without source data transmission 



The Custody-Boundary Problem

To enable independent verification against a reference state
[QA Validation] … is a snapshot and can be carried forward



The Custody-Boundary Solution



The Custody-Boundary Solution

Tk

Tk vs Tn

To enable: 

• verification against a reference state

• Independent of the system that generated the data

• Independent of elapsed time

• Without access to raw data or identifiers

…a snapshot and can be carried forward

[through paired-comparison] 

[QA]Certification is 

appropriate and required



1. Freeze & Hash 

• Read-only protections

• Computes fingerprints*

(no raw evidence or identifiers exit)

2. Time-Anchor

• Evidence-state committed

• Hash-only

• Public blockchain⍭

(verifiable existence-at-time)

3. Re-Verify (TK vs Tn) 

• MATCH

OR

• Divergence

(altered items and/or membership 

differences explicitly enumerated) 

How It Works: 
Zero-Custody, Hash-Only Verification

• Two independent software

Anchoring – Custodian Environment (local) 

Verification – system-independent · offline · any authorised party

• Dual-Layer Verification Architecture
Evidence Integrity (per-file) – Dual-hash* signature 

Evidence-Set Membership (per-bundle) – Evidence Set Fingerprint (ESF)✢

• Paired-Comparison Design

Tk: Validated reference state

Tn: Any later comparison state

⍭ Bitcoin mainnet via OP_RETURN

* Dual-hash: SHA-256, then RIPEMD-160 on the SHA-256 output
✢ESF: Order-independent SHA-256, any addition, removal, alteration, or reassignment produces a mismatch 

Tk vs Tn

MATCH or

Divergence enumerated

Verification using hash-only packets 
(no raw data or identifiers)



Empirical Validation
Study design overview (Stage IV)

• Prospective, single-site*, blinded, multi-operator 
(pre-specification and time-anchoring of all execution states prior to analysis)

• Reference corpora exported and time-anchored
(cross-platform MacOS → Windows)

• Each corpus cloned

one copy unchanged

one copy deliberately modified

• 12 paired audit arms

Labelled references (Tk) compared against one unchanged and one     

altered corpus (Tn) in randomized order

• Three Blinded auditors (inventor was excluded)

• Two independent workstations

• Correctness of software output verified against keys post-reveal

*Cardiovascular Diagnostic Audit & AI Pty Ltd, Melbourne, Australia

Tk vs Tn

MATCH or

Divergence enumerated

Telles F, Francis S, Yang J, Hookey B, Woo A, Levy P, Leeson P

Deterministic custody-boundary verification of digital clinical trial 

audit trails across blinded multi-operator cross-platform 

environments without source data transfer: a validation study

[UNDER PEER REVIEW PROCESS]



Tamper Category Taxonomy

IIIA-challenge
• multiple violation classes (content edits, deletions, insertions, swaps, and metadata-only modifications) 

• rename-only negative controls (*which do not alter artefact bytes)

IIIB-challenge 
• deletion-only regimen generated

• HMAC-randomized file selection.

Telles F, Francis S, Yang J, Hookey B, Woo A, Levy P, Leeson P

Deterministic custody-boundary verification of digital clinical trial audit trails across blinded 

multi-operator cross-platform environments without source data transfer: a validation study

[UNDER PEER REVIEW PROCESS]



Under adversarial conditions
The method achieved:

230,253
evidence files verified

100% / 0
sensitivity / false positives

κ = 1.0
inter-operator agreement

All results shown derive from blinded executions by 3 independent operators; 

analyses performed by the study lead were excluded.

Telles F, Francis S, Yang J, Hookey B, Woo A, Levy P, Leeson P

Deterministic custody-boundary verification of digital clinical trial audit trails across blinded 

multi-operator cross-platform environments without source data transfer: a validation study

[UNDER PEER REVIEW PROCESS]



• Verification effort scaled with tamper burden

We quantified the human effort
required to verify software correctness

Mean
0.076 s/file

Pass-like
0.031 s/file
for Proof-of-Unchanged

Fail-like
0.12 s/file

when divergences detectedfor all audits combined

Telles F, Francis S, Yang J, Hookey B, Woo A, Levy P, Leeson P

Deterministic custody-boundary verification of digital clinical trial audit trails 

across blinded multi-operator cross-platform environments without source 

data transfer: a validation study

[UNDER PEER REVIEW PROCESS]

Human Verification Time versus Tamper Burden (Fail-like arms)



• Verification effort scaled with tamper burden

We quantified the human effort
required to verify software correctness

Mean
0.076 s/file

Pass-like
0.031 s/file
for Proof-of-Unchanged

Fail-like
0.12 s/file

when divergences detectedfor all audits combined

Human Verification Time versus Corpus Size

Human Verification Time versus Tamper Burden (Fail-like arms)

A – Pooled across stages

B – Stratified by challenge source

• But Not corpus size

Telles F, Francis S, Yang J, Hookey B, Woo A, Levy P, Leeson P

Deterministic custody-boundary verification of digital clinical trial audit trails 

across blinded multi-operator cross-platform environments without source 

data transfer: a validation study

[UNDER CONSIDERATION] Ther Innov Regul Sci



We quantified the human effort
required to verify software correctness

Human verification cost is proportional to divergences

rather than to the volume of data being verified

Telles F, Francis S, Yang J, Hookey B, Woo A, Levy P, Leeson P

Deterministic custody-boundary verification of digital clinical trial audit trails across blinded 

multi-operator cross-platform environments without source data transfer: a validation study

[UNDER PEER REVIEW PROCESS]



Verification using hash-only packets

~131GB → 62 MB

• compact for cross jurisdiction analyses

• enable verification of file-level integrity and corpus-level completeness 

• without raw data transfer 

• or reliance on originating systems 

Telles F, Francis S, Yang J, Hookey B, Woo A, Levy P, Leeson P

Deterministic custody-boundary verification of digital clinical trial audit trails across blinded 

multi-operator cross-platform environments without source data transfer: a validation study

[UNDER PEER REVIEW PROCESS]



Methodology Scope Boundaries
Limitations

The model establishes integrity facts against a reference-state (Tk) only:

The paired-comparison design detects change: 
• Evidence integrity (byte-identity) and ESF membership equivalence (Evidence Set Fingerprint)

It does not evaluate:
• clinical meaning, scientific validity, regulatory 

compliance, intent, or root cause. 

Divergence is informational and non-accusatory
• Enumeration bounds proportional review to the minimum delta set (files and ESF membership mismatches, if any)

• Interpretation, materiality, and response remain under human and institutional governance.

The Zero-custody design means it cannot verify the contents of a reference validated state used for 

comparison; it detects divergences relative to the reference state, not whether the validation was correct



Dataset 1, FICTI-PDA  

• Synthetic-simulated Phase II RCT export bundle 

(no real patients)

• 3 graded tamper tiers

Dataset 2, Stage IV multi-site replication 

(sub-study)

• Original 12 audit-arms 

• Re-blinded

International multi-site extension (in progress)

Software hash-only mathematical audit without access to source data or identifiers

FICTIROVAN is not a real or proposed compound; it is a fictional name used for this synthetic simulation.

It does not refer to, or resemble in mechanism, any real or investigational agent

SYNTHETIC DATA. NO CLINICAL, REGULATORY, OR EFFICACY CLAIM

Telles, F. (2026). OSF Pre-Registration Amendment – WP73B Challenge Extension. 

Zenodo. https://doi.org/10.5281/zenodo.20976077
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[3] Sellers S, et al. Descriptive Analysis of Good Clinical Practice Inspection Findings from FDA and EMA. Ther Innov Regul Sci. (2022)56:753–764. 

[4] European Medicines Agency. Guideline on notification of serious breaches of Regulation (EU) No 536/2014 or the clinical trial protocol. EMA/698382/2021. 2023 



Research Question 3 – Regulatory-grounded, mechanism-

agnostic detection:

Does cryptographic custody-boundary verification correctly detect the 

integrity failure classes documented in regulatory inspection findings 

and research misconduct literature – including unintentional human 

error, selective omission, adverse-effects suppression, consent 

backdating, primary outcome manipulation, and allocation falsification –

as instantiated across graded tamper severity tiers in the FICTI-PDA 

corpus; and is detection mechanism-agnostic, operating correctly 

whether modifications are introduced manually or via AI-assisted 

execution under human directives, without requiring knowledge of the 

tamper mechanism, tools used, or identity of modified files?

Pre-scripted statistical arc – what the corpus tests (selective disclosure only)

Each tamper tier is calibrated to produce a clinically distinct and interpretable statistical outcome. 

SYNTHETIC DATA. NO CLINICAL, REGULATORY, OR EFFICACY CLAIM

FICTIROVAN is not a real or proposed compound; 

it is a fictional name used for this synthetic simulation.

It does not refer to, or resemble in mechanism, any real or investigational agent

Telles, F. (2026). OSF Pre-Registration Amendment – WP73B Challenge Extension. 

Zenodo. https://doi.org/10.5281/zenodo.20976077





Independent Site 1, Confirmed

• Boston Children’s Hospital & Harvard 

Medical School

• Principal Investigator: Philip Levy, MD

Scientific Collaboration

• University of Oxford

• Prof. Paul Leeson

Sites Confirmed & Recruiting

Eligibility: 

Sponsor CRO Regulator Academic Institution

Coordinating site:
AuditLog.AI Research Initiative, CDA-AI Pty Ltd, Melbourne, Australia

(enrolment is open on a rolling basis)



1. Deterministic at the byte level

Verification is a mathematical operation on file bytes, not 

a procedural reconstruction

2. Zero-custody by design

No raw evidence or source data ever leaves the 

originating site

3. Additive, not disruptive, to CDISC standards

No change to in-trial EDC/eTMF systems or underlying 

GCP principles required

Three Takeaways



Three Takeaways

The methodology was designed for prevention of errors, 

intentional or otherwise, through mathematical screening at scale.
No accusation, no judgment. 

Just a proportional signal telling an auditor what has drifted since the last validated checkpoint. 



Resources & Collaboration

An invitation to scientific collaboration and participation in the 

Stage V International Blinded Challenge Trial 

Dataset 1 verification can be completed independently without 

any contact. 

WP73B Challenge Extension protocol1 available at: 
https://doi.org/10.5281/zenodo.20976077

WP73B Public Dataset2 available at: 
https://dx.doi.org/10.17632/f52jgxvw8k.1

Contact: fernando.telles@auditlog.ai

1Telles, F. (2026). OSF Pre-Registration Amendment – WP73B Challenge 

Extension. Zenodo. https://doi.org/10.5281/zenodo.20976077

2Telles, Fernando (2026), “Stage V Pre-Registration and Stage IV Multi-

Site Replication: Hash-Only Verification Packets for International Blinded 

Challenge Trial of Post-Export Clinical Trial Evidence Verification (WP73B 

Amendment)”, Mendeley Data, V1, doi: 10.17632/f52jgxvw8k.1


