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Our Platform

Our team builds a protocol 

intelligence platform for clinical study 

operations.

We start from the protocol as written, 

in Word or PDF, and make it digital.

Structured output is USDM and 

HumanTrue data. Downstream 

outputs are the documents and 

builds a study needs.



The Two Sides of the Production Coin

Heads: Operations Tails: Trust

Conformance & Validation Is it true, and valid?

Pipelines & Throughput Did it see this kind of protocol?

Lineage & Logs Are claims clear about how they were made?

Content Review Did anyone check and can you tell?

Consuming Systems Is it sufficient for downstream systems?



Conformance · Throughput · Lineage · Review · Consumers

Five topics



Conformance

Make conformance cheap so it can be run all the time.

Fast
Fast enough for CI, the eval loop, and every emitted document.

Test extensions
Core rules and extension rules together. A validator that cannot see your 
extensions gives a false pass.

Anywhere
Command line, or offline in a browser.

We built our own. Happy to talk about it. (Or share it)



Valid is not true

A validator checks schema and rules conformance, but encoded values might be wrong.

The protocol says Valid, and right Valid, and wrong

“Day 1 first dose, Day 8 visit" Anchor (Day 1); Day 8 After P7D Anchor (Day 1); Day 8 After P8D

“Safety follow-up 30 days after last dose"
After P30D, relative to the end-of-treatment dosing 
instance.

After P30D, relative to the anchor.

“Holter from 24 h before first dose to 72 h after" One instance, one 96-hour span Four instances, one per X in the grid

What to do Recompute what the protocol states
Derive study days, windows, and spans. Compare them to the text.

View as a downstream system
EDC example: build the visit and form matrix, examine vs the schedule.



Throughput

How many different protocol cases

Protocol types
Variety over volume

Phase 1 minute-level PK, phase 3 pragmatic 
designs, sub-studies

Therapeutic-area conventions
Across sponsors and templates

Oncology cycles, vaccine Day 0,
dialysis-relative timing

Document conditions
Inputs as they arrive

Clean Word, a scanned PDF, a table split 
across pages

We are happy to work with the industry to publish more examples of protocol -> USDM.



Did it see this kind of protocol?

The protocol says One convention Another

“End of treatment visit" A scheduled visit
A visit triggered by an exit 
condition

“Month 6 visit" P6M P182D

“Cycles 1 to 6, Day 1" One cycle timeline, repeated Six separate visits

A random error is an incident.
A reproducible error is a policy, applied to every protocol 
of that shape.

Undeclared, they look the same.
A correct file and a consistently wrong one.

What to do
Ask for quality by protocol type
Whether built or bought, ask for more than one 
number.

Keep a hard-case list
One per shape. Run every change.

Declare your conventions
In the file, or alongside it.



Why does a protocol have an abbreviations list?

So that everything referenced in the document is in the document. A 
protocol is self-contained by convention.



Lineage

A USDM file will be read without its producer.

In the file
Every extracted value references the passage it came from, inside the 
same file.

Checked
Validation fails the file when a reference does not resolve.

Recorded
Every run: document version in, models and versions, when, and who 
changed what.

GAMP's AI guidance increasingly expects this kind of evidence.



Cited, maybe not settled

A document can say two things. A file can only say one.

Synopsis

Ages 18 to 65

Inclusion criterion 1

Ages 18 to 75

Age range

18 to 65

Cited to the synopsis.
The conflict with criterion 1 is not 
recorded

How was this value made?

Read a Day 8 visit, from the schedule grid

Inferred a Day 8 visit, from “one week after the first dose”

Defaulted a fixed duration, where the protocol says it varies

Synthesized an epoch, because the USDM requires one

What to do Review side by side
Then pick, split, or send back.

Mark what was not read
Inferred, defaulted, synthesized.

No filler that reads like the protocol
If the schema demands it, say so.

Chosen ages 18 to 65, over criterion 1’s 18 to 75



Review

Nobody reviews a 1.6 MB JSON file.

Source beside the result
Surfaces built for the question being answered.

Every edit logged
Before, after, who, why. Re-extraction invalidates review.

Two reviewers
When the downstream use demands it.

Authors keep Word
Structure and review come after the document.

Reviewers get surfaces built for their question. Authors keep their tools.



Did anyone check, and can you tell?

Review records stay in the tool that made the file.

What could travel with the file

Section Eligibility criteria

Reviewed by Thom Yorke (Clinical Scientist)

When 2026-09-15

Outcome Edited

Covers File version 3

Full record Pointer to the review system

(Illustrative. We are building this as an extension.)

What to do Carry a summary
Per section: who, when, outcome.

Point to the record
Keep the detail out of the file.

Tie it to a version
A change voids the old review.

Consumers: ask
Which parts did a person review?



Consumers

Consuming USDM is reconciliation, not conversion.

USDM

Encounters
Activities
Timelines
Biomedical concepts

Reconciliation

Matched against the sponsor's library

Exact match first, then ranked candidates, 
then a person decides

Decisions carry forward on amendment

The sponsor's build

Its folders and visits
Its library forms
Its matrices
Fields, with SDTM lineage

USDM says what the study needs. Each consumer's standards say how it is built there.



Is USDM enough?

Mostly yes. The bigger gaps are in how to use it.

WHAT WORKS

The EDC build works from plain USDM.
Rave ALS and ODM from the CDISC reference file, no 
extensions.

GAP

Timing to target day and window is a 
policy.
USDM leaves that mapping open. Each consumer 
writes its own.

GAP

Some of the schedule has no home.
Footnote conditions need extensions today.

A spec is as sufficient as the examples that show how to use it.

What we want to 
help build

Encoding cookbook
Protocol concepts, worked

Consumption 
examples
With the policy stated

Offline validator
Runs locally, no upload

Shared extensions
Offered as proposals

A way to compare
Two USDMs, one protocol



Questions?


